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Abstract—This article examines critically recent claims in the scientific literature
that transformer-based large language models (LLMs) show evidence for the
emergence of “general intelligence.” We introduce a mathematical model based
on Bayesian updating that provides a framework for clarifying the distinction
between learning and reasoning. Reasoning appears as a process that is
founded on learning, but which transcends it in essential ways. In this framework,
claims of Al general intelligence in LLMs do not appear to be credible.

he advent of the transformer architecture!’

and the concomitant rise of Large Language

Models (LLMs) have wrought vast and sud-
den changes to both public discourse and scientific
research. The ability of chatbots such as ChatGPT
to compose poems!, draft legal briefst®!, write com-
puter codel®, search for and summarize scientific re-
search papers®, and so on has prompted a mixture of
concern and enthusiasm among researchers and the
larger public.

The surprising ability of LLMs to provide responses
that appear due to an intelligent, well-informed inter-
locutor have induced some Al practitioners to suggest
that they exhibit a kind of “general intelligence,” which,
it is argued, constitutes an “emergent” phenomenon
that occurs in consequence of the sheer size (mea-
sured in parameter counts) of the models in question.
Typical statements of the case include “Language mod-
els have been shown to exhibit a range of emergent
abilities, such as summarization, arithmetic, transla-
tion, and commonsense reasoning, as they are scaled
up in size and trained on diverse and large corpora™®;
and “These skills clearly demonstrate that GPT-4 can
manipulate complex concepts, which is a core aspect
of reasoning...Moreover, we could have chosen several
other expert domains to showcase GPT-4’s general
reasoning capabilities such as medicine or law."?.

When one attempts to understand the scientific
basis for such enthusiasms however, one rapidly en-
counters a frustrating barrier. The notion of “general
intelligence” that is perceived emerging has no tech-
nical definition. Instead, the evidence for its emer-
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gence is universally stated in very qualitative terms,
with the success of LLMs in performing “reasoning
tasks” standing in for discussion of what it means for
an LLM to “reason.” The discussion thereby rapidly
acquires a taint of circularity, since “reasoning” is
effectively defined in terms of certain characteristics
of LLM output, then discovered in the appearance of
such output. There can be no path to explaining the
claimed spontaneous emergence of reasoning ability
if we cannot even say with precision what reasoning
ability is, as opposed to what it may appear as in LLM
output.

This point is important, because by design, LLMs
as well as all other deep learning (DL) methods,
are examples of machine learning—AKA statistical
learning—techniques. The statement that general in-
telligence can “emerge” from pure statistical learning
would be a profound and puzzling discovery, if true. It
certainly seems too good to be true, and for it to be
accorded some scientific respectability, it would have
to stand up to far more critical scrutiny that it appears
to be currently receiving among scientists who study
LLMs. At a minimum, one would wish for a specific,
scientific description of the processes of reason, as
distinct from those of learning, in order to evaluate the
plausibility of the claim.

In this article, we will attempt to close this gap,
by providing a candidate model of cognition stated in
mathematical/statistical terms. The model is relatively
general while being concrete, straightforwardly ana-
lyzable, potentially amenable to computational imple-
mentation, and, in particular, relatable to deep learning
models, so that those may be understood in terms of
the model. We will see what we mean by “learning”
in the context of the model, following which we will
examine a plausible meaning of the term “reasoning”
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within the same context. To give away the game early,
| will argue that reasoning essentially transcends pure
learning, and that claims of general intelligence made
on behalf of language models, however large, are not
credible.

A very useful framework for setting out a cognition
model capable of representing learning and reasoning
is provided by Bayes’ rule for updating probability
distributions:

Prob(M9|E1, Eg, ey EN,1 y EN) X
Prob(M9|E1, E2, vy EN_1) X Prob(EN|M9). (1)

This equation, familiar to many readers, represents a
process whereby knowledge concerning a family of
models Mp, previously informed by discrete units of
evidence Ej,...,En_1, is updated in light of a new
unit of evidence Ey. The “knowledge” is encoded
as a probability distribution Prob (My|E;, ..., Ey) over
the members of the family My “conditioned” on the
evidence Ej, ..., Ey. This distribution assigns credibility
weights across the members of the family My. Equation
(1) states that this representation of knowledge is to be
updated upon receipt of Ey through multiplication of
the previous distribution Prob (My|E, Ez, ..., En_1) by
the likelihood of Ey, which is its probability in light of
the model, Prob (En|Mj)."

The idea of using probability theory, and Bayesian
updating in particular, to represent knowledge pro-
cesses is certainly not novel. It has antecedents in
Laplace’s Philosophical Essay on Probabilities (1820)
and in the work of Carnap!”, and received a fairly
comprehensive book-length account by Howson & Ur-
ban®. What is novel here, | believe, is the use of the
idea to draw a clear distinction between learning and
reasoning that has potential application to Al.

To elaborate upon the components of this model:
We assume here that the evidence Ex € £, k=1,2, ...
are elements drawn from a set &, the union of a
finite collection of different types of evidence. The
Ey are presented sequentially for assimilation by the
learner/reasoner.

The family of models My is indexed by a finite set
of parameters, 6 = (04, ..., 0p), which may include both

"There is an implicit assumption made here: the
model My is “sufficient” for the evidence Ej, so that
Prob(En|My, E+, Eo, ..., Ey_1) = Prob(En|Mp). This is equiv-
alent to saying that once one has My, the Ex, k=1,...,N—1
bear no additional information concerning Ey that is not
already contained in My.
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continuous and discrete parameters. The number and
types of parameters are fixed, as is the model relation-
ship 6 — Mjy. The learner/reasoner is concerned with
figuring out which members of the family M, are the
most credible, based on their probability in light of the
evidence.

All this seems abstract, but it turns out that it’s
a very general model that can be used to analyze
the cognitive processes of learning and reasoning,
and to distinguish between them. To clarify matters,
and to illustrate the generality of the model, let's use
it keep track of knowledge processing in Al and in
two rather different human activities—an investigation
of an astrophysical phenomenon, and the activities
of a homeowner/DIY electrician performing a fixture
installation in his home.

The astrophysics investigation is taken from the
history of the study of the Gamma-Ray Burst (GRB)
phenomenon®. Briefly, these are transient flashes of
gamma-ray energy that were discovered in 1968 by or-
biting X-ray and gamma-ray detectors. Their origin re-
mained mysterious for 30 years, because until that time
they did not seem observationally connected to any
other known astrophysical phenomenon. The evidence
Ey included very uncertain arrival directions, X-ray
and gamma-ray time-series, and spectral observations
made by instruments on orbiting spacecraft of transient
GRB events lasting from a fraction of a second to
minutes. The events arrived from different directions,
and never repeated. No counterparts were identified in
the arrival direction uncertainty boxes, because those
boxes were so large, and so tardily obtained, that
they contained too many candidate sources. As a
consequence, it could not be determined with any
certainty whether the sources of GRBs are in our own
galaxy or in distant galaxies—for 30 years, even the
distance scale to the source of GRBs was unknown
to a factor of 100,000! Typical members of My were
statements such as “The source of this phenomenon
is an accreting neutron star in our own galaxy at a
distance 64 from Earth, with a magnetic field of strength
02, and spinning at a rate 63...", as well as other definite
models specifying classes of emission mechanisms
from sources located in our own galaxy, or in distant
galaxies.

The DIY electrician is attempting an installation of
a light fixture into an electrical box. He is following
very standard procedures, using techniques, tools, and
materials that he has trained to use and understand,
and is moderately skilled. However, for some unknown
reason, the fixture installation is failing, because of a
persistent short-circuit that only manifests itself when
the fixture is finally secured to the wall, and the circuit
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breaker is turned back on. He is trying to figure out why.
Here the Ej are the results of inspections of wire nut
connectors, and of the state of wires, with the fixture
connected but not yet secured to the wall. The M,
contains statements such as “A wire connection inside
a wire nut is faulty,” or “one the live wires’ sleeve is
cracked, and making contact with the box,” or “some
wires are getting crimped against the mounting strap
when the fixture is secured.”

In the case of an LLM model, the Ex are pages
of tokenized text from a corpus of text used to train a
generative language model. The M, may be thought
of as distributions 7y (S) over token sequences S be-
longing to a sequence space S, so that the expression
Prob (m¢| { Ex}) is a distribution over distributions (tech-
nically, a hierarchical probabilistic model). The parame-
ters 0 are the transformer model parameters, and what
the model learns during training is an approximation
to the true data distribution = (S) from which the text
in the training corpus was sampled. This approximate
data distribution might be simply s~ (S), correspond-
ing to the § = 6" that maximizes Prob (my|{Ex}),
or it might be a average of the m (S) weighted by
Prob (m¢| { E}). The latter procedure would be more
justifiable but also more computationally-challenging,
and in practice only the former procedure is followed,
so that the approximation is 7 (S) = me~ (S). After
training, this distribution is used to perform inference
and make optimal decisions based on prompts S¥ € &S.
A trained generative language model might be used
to compute 7+ (SR|SP , where SF is the sequence
of response tokens that complete the sentence begun
by the prompt. The language model would sample
responses to the prompt from this distribution.

We will now use this framework to distinguish be-
tween learning and reasoning.

If the type of evidence E to be provided is restricted
to a specific, pre-defined set of families described by
£ (e.g. X-ray and gamma-ray time-series and spectra,
inspections of wires and wire connections, or selected
corpora of text), determined by accepted practice, or
by available experimental resources; and if the family
of models M, that assimilates the evidence is pre-
defined and exhaustively indexed by a finite parameter
set 6: then the process above describes statistical
learning. This usage is common in statistics and
computer science, although it is worth noting that this
sense of the word “learning” is much more restricted
than the sense used in, say, education, where the term
connotes improvements of understanding that include
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reasoning processes.

It should be clear that such “learning” is a rou-
tine, undramatic, continuous process in which the
state of knowledge concerning M,, encoded by
Prob (My| {Ex : k =1, ..., N}) changes gradually as N
increases and the evidence accumulates, in the ideal
case tending to some concentration of probability near
a small subset of values of the parameters 6, so that
the corresponding models may be regarded as more
strongly supported by the evidence than others—more
“correct,” or more “true.”

This desirable outcome is not always obtainable,
however. In the case of GRBs, it was not possible
to converge on a single set of candidate sources for
the phenomenon, or even on a characteristic distance
scale (galactic or extragalactic) prior to 1998, because
the evidence (spectra, time series, and arrival direc-
tions) was too ambiguous to settle the issue. The DIY
electrician became very frustrated because the wires
and connections were all fine every time he took the
fixture back off the wall and checked everything, but
as soon as the fixture was re-attached to the box, the
short-circuit appeared.

With Al models, there is no formal notion of “cor-
rect” model behavior, so it is more difficult to say
whether a model has been trained to a satisfactory
state. However, language models prior to the 2017
advent of the transformer architecture—principally vari-
ants of Recurrent Neural Nets (RNNs) such as Long-
Short-Term Memory (LSTM)—had persistent perfor-
mance limitations in tasks such as translations, sen-
timent classification, text prediction, and so on.

More ftraining iterations within the confines of the
existing model family and evidence set—more learn-
ing, that is—will clearly not transcend these limitations.
Something else is required: reasoning.

As a type of cognition, learning is severely limited
by restrictions on evidence and model choice. Essen-
tially, all it can do is update its credibility weights—
the Prob (My| { Ex })—across the fixed model family My,
based on evidence Ex drawn from a fixed collection of
evidence types, in the hope that some members of M,
are plausible in light of the Ei (i.e. the model predicts
the evidence), and that the evidence is adequate to
largely determine which models in the family are most
likely correct, by yielding an informative distribution on
the model family (i.e. the evidence informs the model).

It should go without saying that this does not begin
to capture reasoning. Anyone reflecting on their own
occasions of insight, those “Aha!” moments of sud-
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den clarity (not necessarily in the pursuit of natural
science, home repair, or computer science, but in
solving any puzzle in any field of human activity!)
should understand that those moments do not come
from a process analogizable to gradual constraining
of a model through gradual assimilation of accumu-
lating data. “Aha!” moments are essentially cognitive
discontinuities, gestalt shifts that suddently alter the
process of assimilating evidence into a model, and
are incompatible with the continuous learning process
described above. So what are we talking about when
we talk about “reason,” and in what way is it related to
learning?

Evidentiary Reform

Suppose that our learning/reasoning system were en-
dowed with the ability to notice that the evidence
stream is too weak to make useful statements about
the model family My, because (say) the distribution
Prob (M| {Ex : k =1,..., N}) is not becoming particu-
larly informative as N becomes large. Suppose, also,
that it were capable of suggesting a new evidence
stream E’ drawn from a new universe £’ of possible
evidence samples, and were clever about it, designing
&’ using knowledge of features of M, that would be
sensitive to different kinds of information from that
supplied by the &, perhaps, and/or knowledge of what
kind of other types of evidence might be available
which have not yet been pressed into service. We will
refer to this process as evidentiary reform.

This is pretty much the approach taken by astro-
physicists to decode the nature of GRBs. Realizing that
no GRBs could be associated with a transient counter-
part in other wavelengths because of the inaccuracy
of GRB locations (the error boxes were too large to
be searched deeply and promptly), GRB scientists
developed new high-precision X-ray localization instru-
ments, and arranged for GRB locations to be propa-
gated in real time to ground-based optical and radio
observatories. The first transient optical counterparts
of GRBs (the so-called “afterglows”) were detected
in 1998, revealing their extragalactic nature through
their substantial absorption redshifts. By 2003 a core-
collapse supernova in a relatively nearby galaxy had
been caught in flagrante in a GRB error box. Case
closed, at least for some types of GRBs. The new class
of evidence, brought into being to correct the weakness
of the previous evidence, transformed the mystery into
a soluble problem.

The ability to propose evidentiary reform to obtain
better model constraints is certainly an example of
a true reasoning process. It has the required “Aha!”
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discontinuous character, embedded in the realization
that a new type of information is required for further
progress. It is also a highly non-trivial thing to model
in a computation, since a successful evidentiary reform
needs to take into account not only the nature of the
weakness of the previous evidence with respect to
model constraint potential, but also practical consid-
erations of how such new evidence can be obtained
given real-world feasibility constraints.

Model Reform
Suppose that, instead of casting about for new evi-
dence, the learner/reasoner decided that the model
M, itself is unsatisfactory, because it is insufficiently
descriptive and predictive of the available evidence.
The obvious move, in that case, is to replace the model
family with a new family, M), capable of improved
predictive power and parametrized according to a new
finite set of parameters «. The new model family might
be suggested by the specific form of prediction failures
common to the M, family. It would likely also satisfy
certain criteria of ontological parsimony, embodying
some notion of Occam’s Razor-type simplicity, so as to
exclude model families of weak explanatory/predictive
power. We will refer to this process as model reform.
The DIY electrician took this approach to finally
figuring out his short-circuit problem. After several
iterations of taking the fixture off the box and inspecting
various electrical elements and connections for de-
fects, and making sure the wires were neatly folded
in the box so that they could not become crimped, he
started to think of what could produce a short-circuit
when the box was screwed in. At which point, he real-
ized that the screw securing the fixture to it mounting
strap in the box was long enough to reach through
the box into the hole in the wall from which the elec-
trical cable emerged, and bury itself among the wires
in the cable, potentially crimping and shorting them.
And an inspection of the end of the screw showed
a dark discoloration that was not present originally,
presumably due to the short-circuit passing through
the end of the screw. A simple solution—replacing the
screw with a shorter screw—immediately produced a
satisfactory installation. The problem had been that
the original model My did not feature any role for the
mounting screw. The new model, M., now contained a
statement “The mounting screw causes a short at the
electrical cable when the fixture is fully secured.” It was
induced by the inability of the original model to predict
the short-circuits, and supported by new evidence (the
discoloration of the end of the screw) which was not
interpretable within the the original model.
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Incidentally, in the GRB investigation, the avail-
ability of new evidence also prompted consideration
of new classes of models (collimated relativistic jet
outflows) to explain the new afterglow data. In fact,
successive alternating iterations of model reform and
evidentiary reform is such a common pattern in scien-
tific investigations that it could be taken as a highly-
schematized version of the common account of “The
Scientific Method.”

A reasoner can produce an “Ahal” discontinuity
through model reform, when a judicious replacement
of the My by M, results in improved predictions of
the evidence—better likelihood P(Ex|M.)—leading to
marked improvements in the model constraints de-
scribed by Prob (M,,|{E}) over those described by
Prob (My| { Ex}). Again, this type of reasoning is not
straightforward to model in a computation, since formu-
lating M}, requires some sense of the data misfit and a
formulation of some kind of Occam Razor conceptual
parsimony constraint.

Reasoning and Al

If one accepts the distinction between learning and
reasoning set out above, then one is forced to the
conclusion there is nothing resembling “reason,” in
modern Al models, because they are all pure learning
models.

Transformer-based LLMs are nothing but computa-
tional models that learn to represent an approximation
to the probability distribution over token sequences
encountered in their training data, which they exploit
to construct likely sentence completions, sentence
translations, sentence classifications, and so on. They
do this so well that their output can belie its origin
in probabilistic mimicry('%, giving the appearance of
reasoned discourse at most times. But the process by
which such models are trained is the gradual, contin-
uous assimilation of millions of text documents into a
stupefyingly large model. LLMs never do “Aha!” They
simply aren’t wired that way, becuse their evidence
universes and model families are fixed. Put another
way, there is no natural law of computing that states
that reasoning emerges from learning at large model
parameter counts.

It is instructive to consider the “Aha!” moment most
directly related to the creation of modern LLMs. The
transformer architecture is a successor to previous,
much less satisfactory sequential data models such
as RNNs. Practitioners of deep learning-based lan-
guage modeling came to realize in 2017 that an oc-
casional feature of those older models—the attention
mechanism—was in itself a powerful tool that could be
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pressed into service in a novel architecture family, now
known as transformers. This was indeed an “Aha!” of
the highest order. But this model reform was proposed
by human researchers, not by an Al.

This is the point that current discussions of “general
intelligence” by Al practitioners appear to miss alto-
gether. The view now gaining currency among practi-
tioners is that unexpected “emergence” of intelligence
occurs in consequence of training models with billions,
or trillions of parameters, as evidenced by the fact that
such models can perform certain “reasoning tasks.
But performing reasoning tasks is not at all the same
thing as reasoning. Some modern Al system have
been trained to write very creditable computer code.
But the ability to write code does not make one a
computer scientist—there are no Al computer scien-
tists today, certainly none capable of proposing new
conceptions and models. Similarly, some Al systems
can prove mathematical theorems. This does not make
them mathematicians, since there is much more to
the cognitive activities of a mathematician than just
proving theorems—creating interesting mathematical
frameworks within which theorems can be searched for
and proven is far more challenging and useful. And,
from the sublime to the ridiculous: an Al electrician
may know chapter and verse of the National Electrical
Code, and be as conversant with tools, materials, and
techniques as any licensed electrician. But faced with
a situation not previously confronted by any training
example it would not be able to reform its model
family or its evidence universe to suit the unexpected
circumstance.

Note that | am not claiming that it would be impossi-
ble to create a reasoning Al, by somehow endowing the
system with facilities for evidentiary and model reform,
thereby making possible Artificial Aha! (AA!) moments.
While such mechanisms would be very challenging
to set up, they don’t seem to me impossible as a
matter of principle, and at least having a specific
mathematical/statistical model such as the one set out
here furnishes a specific, actionable target for such
research. In fact, active learning systems do attempt
to manipulate their evidence diet by navigating their
(fixed) & in optimal ways!'"!; and DL hyperparameter-
search systems such as DeepHyper!'? do perform
some limited model reform, by placing the model in the
framework of a larger, fixed model. It seems possible
that similar approaches might furnish paths to Al with
AAl

| do claim, however, that no current Al system is
capable of reason, and none of the research currently
going into LLMs is directed at producing genuine rea-
soning systems capable of AAls. The impressive parlor
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tricks performed by LLMs are testaments to the power
of statistical learning, but they should not dazzle us
into believing that Al is somehow now on the cusp of
creating “General Intelligence.” We are nowhere near
generally intelligent systems today. Statistical learning
is a powerful tool, but learning is only the bottom rung
of cognitive processing, and modern Al has not yet
stepped up to the next rungs where reason may be
modeled. In a sense it is unfortunate that the term
“Artificial Intelligence” has taken such firm hold over
a subject that still only models such a limited part of
“Intelligence” as learning. The reasons for adoption
of the usage “Al” have more to do with the business
imperatives of the technology firms that lead research
in the subject, and perhaps with an excess of zeal by
academic practitioners. But those practitioners should
really know better. “Al” is still nothing but machine
learning, just as it has been for the entire history of
the Deep Learning revolution. The Artificial Reasoning
revolution has yet to begin.
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